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ABSTRACT

In this paper, we describe the Java Modelling Tools (IMT)esui
an integrated framework of Java tools for performance ew&in
of computer systems using queueing models. The suite ofieha
user interface that simpli es the de nition of performanoedels
by means of wizard dialogs and a graphical design workspace.
The performance evaluation features of JMT span a wide range

of state-of-the-art methodologies including discretergsimula-
tion, mean value analysis of product-form networks, atmnedytden-
ti cation of bottleneck resources, and workload charaeggion
based on fuzzy clustering and epoch-based burstinessgsiolhe
discrete-event simulator supports the de nition of sevadvanced
modeling techniques such as nite capacity regions, loepethident
service times, bursty processes, fork-and-join nodespuagd ef -
cient spectral estimation techniques for analysis of sithoh re-
sults. The suite is released under open source GPL licelsi¢ian
available for free download &ittp://jmt.sourceforge.net.

1. INTRODUCTION

Java Modelling Tools (JMTjmt.sourceforge.net) is a suite of
six free open-source Java applications for researchiraghteg,
and applying performance evaluation methodologies basedeue-
ing models [3,4]. JIMT supports a wide-range of range of &
that are common in performance evaluation, such as solation
capacity planning models via simulation or analytical aiffyons,
feature extraction and pre-processing of log traces, eling al-
gorithms for identi cation of the most signi cant workloado be
modeled, and automatic identi cation of performance lotécks.
The focus of JMT is particularly on queueing systems and gueu
ing networks models [17], in which requests travel througium-
ber of stations suffering queueing delays because of sengo-
tention. Here the analysis focuses on estimating systeforper
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2006 the tool has adopted a distribution and maintenancesimod
based orsourceforge.net, which has quickly boosted the diffusion
of the application through practitioners, students, arsgéaechers.
Currently, the application has been downloaded more thatta-
sand times and has a solid base of users contributing to tife JM
development forums.

A distinguishing feature of JMT is that its design has pegidd
the documentation, usability and accessibility of the thobugh a
rich graphical user interface, rather than exacerbatiadgdbhnical
detail. In particular, the tool is able to guide users thioggnm-
ple wizard interfaces. Further, the parameterization peexnents
requires minimal with the user. In this way, JMT hides the eom
plexity of the core algorithm implementations, thus sigrntly
reducing the learning curve of new users. This featuresrakske
the tool of special interest for teaching purposes. Howeawese
simpli cations do not penalize the technical level of theltaJMT
implements state-of-the-art methods for discrete-evientilation
and analytical evaluation of queueing models as we destritie
remainder of this paper. Further, the integration of théedit
applications that compose the tool as well as the commuaitat
between the graphical user interface and the underlyingyigihgns
is based on XML. This, together with the open source devetom
model, makes it simple to interface JMT algorithms with exéd
research tool. For instance, OPEDo (Arns, Buchholz, anddvu
this issue) uses the JMVA algorithms to optimize queueingeis
GC: ho come la sensazione che ci voglia qualcosa in piu’ prima
di chiudere la intro.

The remainder of the paper is as follows. In Section 2, we in-
troduce the applications that compose the suite and destré
general architecture of the tool. Section 3 describes elisavent
simulation of queueing network models in JIMT. Analyticahka-
tion of queueing models and bottleneck identi cation methare
described in Section 4 and Section 5, respectively. We disthe

mance indices such as mean throughputs or mean response timefeatures of JMT for workload characterization and traf ahrsis

of requests. Queueing network models are wide-spread ipghe
formance evaluation community because they can captuyewedl
the trend of performance indices of real systems includdug not
limited to, multi-tier architectures [8, 23], storage 33d414], and
communication networks [13]. A book of case studies of medél
real systems obtained with JMT is available for downloac?ai,[
we point to the articles in the book for several case studias t
illustrate the applicability of the tool.

The JMT suite started as a project of the Politecnico di Milan
- DEI in 2002 with the aim of integrating into a single portabl
Java application pre-existing tools for workload charazétion
and queueing analysis, namely Win Modelling Tools, XABAdan
WAT [5, 11] GC: abbiamo un ref per WMT?. Later, it evolved
into a more sophisticated and integrated open-source capipin
that runs on Windows, Linux, and MacOS. In particular, froprii

in Section 6. Finally, Section 7 summarizes the paper anéhest
future work to extend the JMT suite.

2. JMT SUITE ARCHITECTURE

The architecture of IMT in its current versiory.4 consists of a
set of six loosely coupled graphical applications that camicate
using XML with a core algorithmic module composed by the simu
lation engine (JSIMengine) and by a library of analyticaidtions,
see Figure 1. JSIMgraph and JSIMwiz are graphical and wizard
based design environments for queueing network modelgeces
tively. The two applications provide a front-end interféoe the
underlying discrete-state simulation engine. The focudSiM-
graph and JSIMwiz is on generating XML speci cations of siezu
tion models, pretty-print visualization of complex neti®r auto-
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Figure 1: JMT - General Architecture

matic model debugging, and dynamical presentation of thesnti
simulation state and of the current estimates of performametrics
and related con dence intervals. JSIMengine is built onabthe
discrete-event library J-Sim [1] and supports the evatuatif the
most important classes of queueing models that cannot bedsol
with exact analytical techniques. These include, amongrsth
multiclass queueing networks with blocking, prioritiesrk-and-
join elements, burstiness, and state-dependent routhwegrses.

JMVA is a graphical user interfaces for the analytical estitn
of queueing network models. The tool relies on an implentarta
of the Mean value Analysis (MVA) algorithm for closed netksr
[21], together with similar algorithms for open and mixedwarks
described in [6]. Compared to JSIMgraph and JSIMwiz, JMVA
relies on a much simpler description of the model based only o
the mean service demands of the different classes of regapdt
on the workload intensities (arrival rates, populatiores)z

JABA is an analytical tool for automatic identi cation of pe
formance bottlenecks in multiclass closed queueing ndtsvorhe
tool receives in input a set of service demands specifyingfeed
of each server in processing requests of the differentetadssing
the geometrical approach in [9], JABA ef ciently identi esnder
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either a nite buffer that receives jobs from another stasior a
in nite source that generates new jobs. The other sectipesify
scheduling disciplines (e.g., First-Come First-ServedFBE and
Last-Come First-Served - LCFS) and routing schemes (eon, J
the Shortest Queue - JSQ). Currently, there is support onlydn-
preemptive scheduling disciplines. The simulation engiwerks
on the basis on a number of “distributed protocols” whichcspe
ify the interaction of different sections belonging to ttzere or to
different stations. For example, in a queueing model witicki
ing, when a job departs, the routing section and the inputasec
of the destination queue decide without the help of a canéwal
controller if the job can be accepted in the destinationdsuff his
simulation style has been implemented to allow in futureasés
of JIMT the migration to a multi-processor or distributed siation

which mixes of requests a server can become the most codgeste environmentGC: Questa prima sezione non mi esalta.

in the network. This saves the computational costs of a lomg-s
lative analysis over different mixes of requests.

The JWAT tool offers a stand-alone environment for log lea&n
ysis and preprocessing, identi cation of relevant workisén mul-
ticlass performance data using clustering techniques, paimi-
tives for characterization of time-varying workloads (e loursti-
ness analysis). The tool is instrumental to the derivatibthe
parameters needed to de ne the queueing models analyzeukeby t
other applications of the JMT suite, such as the mean sedédce
mands in IMVA and JABA.

Finally, the JIMCH application is a graphical simulator of\Wi1
and M/M/1/K queues. The simulation state is visualized kmth
the queue buffer and on a Markov model representing therayste
The tool has the pedagogic purpose of showing to studentetie
basic ideas underlying queueing system analysis. Bechiss@sol
has only illustrative capabilities, we do not discuss inrést of the
paper and we point to the JMT online documentation for furthe
information.

3. JSIMENGINE, JSIMGRAPH, AND JSIMwiz

JSIMgraph is a graphical design environment for queueing ne
work models which is tightly coupled to the JSIMengine fon+tu
ning discrete-event simulation, see Fig@® JSIMwiz gives the
same functionalities of JSIMgraph, but replaces the grgplfiame-
work with a set of wizard that guide the user through the digomi
of a queueing model as depicted in Fig®® In the simulation
of queueing network models with JSIMgraph and JSIMwiz, sta-
tions are represented as a composition of three objectst gge-
tion, service section, and output section. An input sectian be

The simulator supports a variety of distributions for atiand
service processes, including Exponential, Erlang, Hypd-typer-
Exponential, Pareto, and Gamma. These are obtained ashysual
evaluating the inverted cumulative distribution funct{@DF) on a
random number sampled from a uniform distribution. Higlaléy
pseudo-random numbers are generated using the MersensigTwi
engine, which has low computational requirements [18]. [@am
can be also read directly from an external log le. We haveals
added to the simulator the capabilities of generating sasnfpbm
correlated processes, which are important to maadeestinessin
arrival or service times. In particular, we have implemdritethe
simulator a support for the epoch-based burstiness modé&bjf
we point to Section 6 for further details. Another importiegture
of JSIMengine is that the simulator provides native medrasifor
the de nition ofload-dependent service timdsoad-dependence is
useful to represent certain systems, e.g., disk drivesrenthe la-
tency of service can be a function of the local number of engde
jobs. Load-dependence is also important in hierarchicaletliog
and parametric analysis [10]. In JSIMgraph and JSIMwiz theru
is given the exibility to specify load-dependent servicaes by
associating a different service distribution to a speciange of
populations in the local queue. Further, the parametersaci e
distribution can be expressed as an arbitrary matheméticetion
of the current population.

JSIMgraph and JSIMwiz allow the de nition of a number of sta-
tions and attributes resulting in models that are not easyatuate
analytically and typically require simulation to be solveHirst,
there is a support fofork and joinnodes, in which a request is
rst forked into a user-speci ed number sibling tasks whiahe
later synchronized at the join node. These models are impbrt
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Figure 3: JSIMgraph - Graphical design workplace

to describe parallel systems where a request is decompoted i
number of processing units for load-balancing reasons.sire-
lator also supportsite capacity regionswhich impose constraints
on the maximum number of jobs accessing a local subnetwork of
server. These are extremely useful to capture the behak/jmere
formance saturation effects which are imposes by admission
trol policies or memory constraints. Finite capacity regican
include a single or multiple stations, they can put limdas only
on selected classes or on the aggregate number of jobs inlhke s
network, and they can either drop incoming jobs or place threm
an implicit admission buffer at the boundary of the regiorotéN
that statistics about the behavior of the nite capacityioagcan be
collected by speci ¢ performance indexes, e.g., requesp dates
at the boundary of the region. Other important modelinguiest
supported by JSIMengine include support forority classesin
scheduling disciplines (namely priority FCFS and prioti@FS),
open and closed populationand state-dependent routing strate-
gieswhich direct jobs to stations with either the least utiliaat
the shortest response time, the fastest mean service tirties the
shortest queue length (i.e., JSQ load-balancing).

In the remainder of this section, we complete the presemtati
of the JMT simulation capabilities by discussing some stgmits
contributions of the JSIM tools to the statistical analydisimula-
tion results and to the control of simulation experiments.

3.1 Analysis of Simulation Results

JSIMengine supports the estimation of several reward messu
that describe the performance of the simulation modelssé& e
cludestation-levemetrics such as queue length, response time over
a single or multiple visits, utilization, throughput, anebp rate for
queues with a nite buffer. There is also a support $gstem-level
aggregates like the total number of jobs in the simulationlehor
within a nite capacity region, as well as the throughput aed
sponse time of jobs in traversing (or cycling for closed sty the
model. Each performance index can be estimated for a pkaticu
job class or as an aggregated measure over all classes.

Each station in the simulation model is associated with g@abb
called JobInfoListthat, for each performance index requested by
the user, feeds online a statistical analyzer with samglgsbpar-
ticular metric. Simulation results are analyzed usingsiemt de-
tection and con dence interval estimation algorithms. Jdéech-
niques are executed online and are responsible to stoprthassi
tion when it is conveyed that all performance metrics can e e
timated with suf cient accuracy. Con dence intervals arengr-
ated using the spectral method presented in [15]. The aféect
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ness of this technique depends on the stationarity of theleam
distribution. If the series of samples shows trends or pnooed
non-stationary behaviors, the estimate of its power spacitan
be unreliable, and this degrades the quality of the con @dnter-
vals generated by the spectral method. Therefore, tecbsitpr
discriminating if a group of samples is stationary are intg@at to
maximize accuracy, since detecting and removing nonestaty
data can greatly improve the quality of power spectrum et
For this purpose, we have implemented transient detecsargu
the R5 heuristic [12] and the MSER-5 stationarity rule [18Ye
point to [4] for a owchart that explains how these two teatunés
have been combined in JSIMengine.

After completing the transient detection phase, the sizaisan-
alyzer runs the spectral method of Heidelberger and Welbh [1
which is a stable and computationally ef cient method fongaut-
ing simulation con dence intervals using variable batcresiand a
xed amount of memory. JSIMengine runs the spectral analgst
riodically until the con dence intervals are generatedhénough
accuracy. Nonetheless, one run is often suf cient to esénaacu-
rately con dence intervals. The spectral analysis prosessifol-

the performance measukxe, the spectral analysis obtains an esti-
mate of the power spectrup(f ) at the frequency = 0. The value
p(0)=N is an unbiased estimator of the sample variance, which can
be used to generate con dence intervalsXoralso if the sequence
of sample is correlated. The advantage of the technique ngith
spect to the standard variance estimator is that the laties dot
hold if the samples are correlated. However, it is well-knawat
performance metrics in queueing network models can beleteck
and this is an important motivation to use spectral analysith-
ods in the JSIMengine. The spectral analysis requires tguaten
the sample periodograinn=N), 0 < n < N= 2, and then gener-
ate a certain functiod (n) which is the logarithm of the mean of
two consecutive values ¢f(n=N). The most important property
of J(n) is that its functional shape is linear in a neighborhood of
the zero frequency, thus the valuel ¢0), from which we compute
the unbiased estimator of the sample variance, can be ¢stirhg
regression of (n). In JSIMengine, we implemented the regression
technique using singular value decomposition and we t thieado

a polynomial of order two. This implementation is consisteith

the graphs in [15] which show tha{n) is often linear or quadratic
aroundn =0.

3.2 Control of Simulation Experiments



Figure 5: JMVA - Graphical design workplace Figure 6: JABA - Potential Bottleneck Identi cation

JSIMengine offers several options for controlling simigdatex- An interesting function of JMVA is the capability of impant
periments. Besides de ning long-run simulations, the motgr- model les saved by the JSIMgraph/JSIMwiz; also the JSIMIapp
esting features are the possibility of executing an autnsiop cation can read models saved by JMVA. This strengthen tlee-int
as a function of the quality of con dence interval estimatesl operability of the tools of the suite. When an analytical elod
to run parameterically a sequence of “what-if” experimeritse saved with JMVA is opened in JSIMgraph, the graphical user in
automatic stop is based on the concepimaiximum relative error  terface creates a graphical arrangement of the model basad-o
of the con dence interval [20] and stands for maximum acablet tomatic layout techniquésand arbitrarily assigns service distri-
ratio between the half-width of the con dence interval measure putions to the stations consistent with the product-forsuas-

and the estimated mean. For instance, setting 0:07 and tions [2] and the parameters speci ed in IMVA. JSIMwiz betgv

= 0:05 imposes a simulation stop when the half-width of the  similarly to JSIMgraph, but without the need of a graphical a
95% con dence interval is no more thaf® of the sample mean. rangement. Instead, when a simulation model is importetvA)

JSIMgraph and JSIMwiz integrate native support for “wHat-i  the situation is completely different, since the featurea simu-
analyses, which are repeated execution of simulation éxpets lation models are a superset of the ones support by JMVA.ifn th
for different values of a control parameter. Parametriogieei- case, the tool reports warning on properties of the modelate
ments can be controlled by changing the value of the inplittra  incompatible with product-form assumptions and tries toegate
rate, of the number of jobs for closed classes, of the peagenof a product-form model that is the closest possible, but noays

jobs belonging to a closed class, of the mean service tintdsy o identical, to the input simulation model.
different initialization seeds of the random number getera

4. IMVA 5. JABA
) . . . Java Asymptotic Bound Analysis (JABA) is a tool for the au-
JMVAis a tool for computing mean performance indexes of the  (omatic identi cation of bottleneck stations in multickgueueing
class of product-form queueing network models presentgd]in networks. To understand the application of this tool, coesthe
The tool uses an ef cient implementation of the Mean Valuelmn following problem. A multi-tier system processes traniact be-
sis (MVA) algorithm of Reiser and Lavenberg [21] for closedlItia longing to several classes and, because the web serves linait
class networks. However, one can also computed by IMVA perfo  ayimum number of simultaneous connections, only up to pre-
mance indexes for models with open and mixed workload ctasse 4o ned number requests can be processed at a given instant. |
The implementation of MVA is based on the algorithms desatib general, the particular mix of requests served determimesot-
in [6] which are capable of handling both constant-rate aauH tleneck resource, i.e., a certain mix in which requestsaticsob-
dependent queues. The speci cation of load-dependert t&es o5 are the majority of the incoming traf ¢ may overloae tihont
the same approach described for JSIMgraph and JSIMwiz. ~ gepyer, another mix with several queries may place thedsaitk at
Compared to JSIMengine, JMVA has much lower execution times 1o qatabase server, and a combination of the two may stoglss b

on models where the number of classes is not too large, ysuall gepers simultaneously. The knowledge of the potentialédrecks
less than three or four classes. However, JMVA can have a larg of an architecture is very important for resource provisignsys-

memory requirement than JSIMengine if the populations ased tem sizing, and performance optimization, and JABA has lien
classes are composed by several tens or hundreds of reduests signed with the focus on this type of evaluation.

cause of the well-known inef ciency of the MVA algorithm iiis JABA searches potential bottlenecks in a network with aabjt
case. However, the increased speed of JMVA is an important mo ., mber of stations and two workload classes. Given a detiaip
tivation to use this tools, especially in what-if analysikigh can of server speeds identical to the one used in JMVA, i.e., nsean

be very time-consuming if simulation is used. JMVA offereth  \i.o gemand for each class at each server, JABA determimes th

same what-if analysis functionalities of JSIMengine bicause 414, of potential bottlenecks as a function of the mix ofuesfs
of the properties of the MVA algorithm, a reduced set of perfo

mance indexes can be computed. These are mean response time$These techniques can also be called at any time by the user of
mean throughputs, utilizations, and mean queue-lengths. JSIMgraph to create a pretty-print visualization of the elod




Figure 7: JABA - Bottleneck Representation by Polytopes

expressed as a vector= ( 1; 2), where 1 is the percentage of
requests of class one out of the total in the system and,asimil
2=1 1 is the fraction of requests of class two.

In addition to mapping the potential bottleneck set as atfanc
of the mix =, JABA offers a convenient interface to explore graph-
ically how this set changes as a function of the service desian
of each server. The user is provided with a two-dimensiofa! p
of points, each representing a server, with coordinatesngdy the
service demands of the two workload classes at that seroertsP
falling on the boundary of the yellow polytope (i.e., a conpely-
hedron) are potential bottlenecks. In a well-balanceditecture,
all points would have similar coordinates and would conegaton
the same side of the polytope; thus the number of sides ofdlye p
tope quanti es the level of balance of the system and theadvibity
of bottleneck shifting between resources.

In JABA, the user can also consider what-if scenarios by ghan
ing, using drag-and-drop, the service demands of a sereesea
ing graphically how the polytope and the potential botttdnsets
are modi ed. This can be to investigate the robustness ofran a
chitecture as well as to investigate the sensitivity of thalgsis if
measurement errors have affected the service demand &gtima

6. JWAT

The Java Workload Analyzer Tool (JWAT) is an application for
exploratory analysis of performance data and for generatistatic
and dynamic workload characterizations that can be usdurwit
JSIM, JABA and JMVA models. JWAT is based on the workload
characterization methodology presented in [7], in whick ast
studies, in astatic analysigphase, the distribution and moments of
the measures after a number of pre-processing and trareiors
steps, followed by @ynamic analysién which time-varying prop-
erties of the trace, such as burstiness, are assessed.

Before starting the static analysis phase, JWAT applieknpire
nary ltering and sampling on the raw trace to reduce, upadio
ing in memory, the size of the data. Here, the user can fotimula
Perl5 regular expressions for specifying the elds of iets in
the trace and check the correctness of the entries. We als@pr
prede ned templates to import performance data from Apacéie
server log les. After selecting the metrics of interest® tiser can
apply further ltering and transformations to the data (evariable
standardization, logarithmic transformation) guided bgpdpical
aids such as cross-correlation plots, histograms, sealtits, and
QQ-plot diagrams. The stage of the analysis is followed gl

Figure 8: JWAT - Clustering Result Exploration

ter analysis to partition the workload into representatilasses.
These classes can be used directly in JSIM, JABA and JMVA mod-
els as workload classes. For instance, the centroid of declus
may be used as representative value of the service demand of a
class. JWAT implements two clustering techniqukeaneans and
fuzzy k-means. Both techniques require the speci cation of the
maximum number of cluster that JWAT can create and a maxi-
mum number of iterations allowed for each choice of the numbe
of clusters. The last parameter controls the trade-off betwclus-
tering accuracy and computational costs. Wlileneans assigns
an observation to only one cluster, computes for each oagenv

a stochastic vector describing the probability of membpréh a
certain cluster. Fuzzy characterization of multiclasskhzad can

be more robust to outliers than traditional approaches.

JWAT also helps in identifying the optimal number of worlkdoa
classes to be used in the cluster analysis. The optimaliéymfm-
ber of clusters is evaluated using different metricdfgneans and
fuzzy k-means: fok-means, JWAT search for the maximuwer-
all mean square ratidOMSR) value, which is the ratio between
the squared sums of intra-cluster and inter-cluster sritida be-
tween samples. For fuzkmeans the internal consistency of each
cluster is evaluated using tleatropy functionwhich quanti es the
amount of information carried by each cluster.

Dynamic modeling is still an experimental feature of the JWA
aimed at the generation of models that can characterizeutisti-b
ness of a time series. JWAT uses the characterization pedpos
in [19]. This is a compact representation where the tracass
divided in intervals called epochs and then modeled by twarpa
etersa andb that account for the percentage of epochs where the
arrival rate is observed to be greater than the mean aratalamd
for the mean arrival rate associated with the traf ¢ surges.

JWAT supports the computation of the parameteamdb using
the traf ¢ analysis functions. In the current implementati there
is support for investigating the sensitivity @andb with respect to
the user-de ned number of epochs For instance, the graph plot-
ted in Figure 2 shows the estimated valuéas a function of for
a HTTP trace of a university Web server. By progressivelydéas-
ing the number of epochs, we see that the valub anverges to
a value close t®:40. However, the point-wise estimation of these
value for small values ofi (n < 15) suggests very different val-
ues, up td0:60. This shows the practical advantage of sensitivity
analysis in the estimation of the parametaiandb.

7. CONCLUSION
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port for processes with burstiness characterized by Mankodulated Sevcik.Quantita[tive System ’Performand'tlren’tice-HaII,
processes, e.g., MMPPs. 1984.

JMT is open source released under the GNU public license YGPL [18] M. Matsumoto and T. Nishimura. Mersenne twister: a
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pagehttp://jmt.sourceforge.net. We point to the web page for ad- -
o S . oo number generatoACM Trans. on Modeling and Comput.
ditional material including manuals, past publicationsaraples, Simulation 8(1):3-30, 1998.
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8. REFERENCES 2002.
[20] Krzystof Pawlikowski. Steady-sate simulation of qaag

[1] J-Sim simulation environmertittp://www.j-sim.org. processes: A survey of problems and solutigk@M

[2] F. Baskett, K. M. Chandy, R. R. Muntz, and F. G. Palacios. Computing Survey22(2):123-168, 1990.

Open, closed, and mixed networks of queues with different  [21] M. Reiser and S. S. Lavenberg. Mean-value analysis of
classes of customerdournal of the ACM22(2):248-260, closed multichain queueing networkimurnal of the ACM
1975. 27(2):312-322, 1980.

[3] M. Bertoli, G. Casale, and G. Serazzi. Java modellindstoo  [22] G. SerazziPerformance Evaluation Modelling with JMT:
an open source suite for queueing network modelling and learning by example$olitecnico di Milano - DEI, TR
workload analysis. IfProc. of the 3rd Conf. on Quantitative 2008.09. Available at
Evaluation of Systems (QESPages 119-120. IEEE, 2006. jmt.sourceforge.net/Documentation.html, June 2008.

[4] M. Bertoli, G. Casale, and G. Serazzi. The jmt simulator f [23] B. Urgaonkar, G. Paci ci, P. J. Shenoy, M. Spreitzerian
performance evaluation of non-product-form queueing A. N. Tantawi. An analytical model for multi-tier internet
networks. InProc. of the 40th Annual Simulation Symposium services and its applications. Rroc. of ACM SIGMETRICS
(ANSS)pages 3-10, 2007. pages 291-302. ACM Press, 2005.

[5] M. L. Bolzoni, M. C. Calzarossa, P. Mapelli, and G. Seiiazz
A package for the implementation of static workload models.
In Proc. of ACM SIGMETRICSages 58-67. ACM Press,
1982.

[6] S. C. Bruell and G. BalbaComputational Algorithms for
Closed Queueing Networkisorth-Holland, 1980.

[7] M. Calzarossa and G. Serazzi. Workload characterinatho
survey.Proc. of the IEEE81(8):1136-1150, 1993.



