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Abstract

Retrieval-augmented generation (RAG) is the dominant approach for grounding large language model (LLMs)
outputs, but retrieval is often narrowly defined as a single vector search over a static corpus. In practice, retrieval is the
process by which an LLM acquires, evaluates, and curates external evidence—often across heterogeneous, versioned,
and partially authoritative sources—under constraints of cost, time, and task intent. Treating this process as a one-shot
subroutine obscures the fact that effective grounding depends on a sequence of adaptive decisions rather than a fixed
query-response step.

At production scale, this mismatch produces well-known failure modes. When intent is underspecified and evidence
spans policies, regulations, tickets, logs, metrics, code diffs, runbooks, etc., LLMs must balance relevance, authority,
recency, and confidence. Static retrieval yields low-recall queries, noisy evidence mixtures, stale or misleading con-
text, false grounding that collapses under citation scrutiny, and brittle retry loops that inflate inference costs without
improving accuracy.

This paper reframes retrieval as an agentic retrieval pipeline and introduces the Agentic Retrieval Pipeline pattern
language for adaptive knowledge acquisition. We present a pattern language consisting of four interconnected patterns:
Intent-Driven Query Reformulation, Multi-Granularity Retrieval Orchestration, Relevance- and Hallucination-Guarded
Filtering, and Iterative Retrieval Refinement. Together,

this pattern language structures retrieval as a bounded, auditable loop governed by explicit decisions about when,
how, and how often to acquire and refine evidence.

This paper illustrates the Agentic Retrieval Pipeline pattern language through two case studies—a compliance change
briefing assistant and an incident triage assistant—showing how explicit intermediate artifacts improve transparency,
human oversight, and grounding quality under real-world constraints. We conclude by positioning this pattern language
relative to existing RAG and agentic retrieval pipeline approaches and outlining directions for evaluation and reuse.

1 Introduction
Current trends and challenges Large language models (LLMs) increasingly act as intelligent agents that retrieve

and synthesize information from external sources before generating responses. This retrieval-augmented generation (RAG)
approach has become central to factual grounding in production systems, enabling LLMs to reason over proprietary
knowledge bases, evolving policies, real-time system states, and specialized domains beyond their training data. Despite
its widespread adoption, however, most RAG implementations treat retrieval as a passive subroutine: a single query
derived from the user prompt retrieves top-k results that are passed directly to generation. This “retrieve-once-and-read”
paradigm overlooks a key reality—effective information gathering is inherently adaptive.

Consider a compliance analyst asking a corporate policy assistant, “What changed between Data Retention Policy
v3.1 and v3.2, and which changes must be implemented in Q2?” A static retrieval system issues a single query and
attempts synthesis, but a high-quality answer requires navigating versioned policy documents, cross-referencing cited
regulations, distinguishing implementation-relevant changes from informational updates, and grounding claims in specific
clause identifiers—tasks no single, undifferentiated query can support. Likewise, an on-call engineer diagnosing a latency
spike needs retrieval that adapts as evidence evolves: starting with deploy logs and error signatures, expanding to correlated
metrics and runbooks, and terminating when evidence converges on a diagnosis—or explicitly identifying gaps when it
does not.

These scenarios expose systemic failures in passive retrieval architectures, where vague queries yield low recall, hetero-
geneous sources produce noisy result sets, retrieved context creates an illusion of grounding without claim-level support,
and naive retry loops thrash without convergence criteria. At scale, these failures compound into measurable costs—wasted
compute on irrelevant retrievals, undetected hallucinations that erode trust, and brittle pipelines that require constant
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manual tuning. More fundamentally, they reflect a mismatch between static retrieval pipelines and the inherently iterative,
goal-directed nature of real-world information seeking.

Recent research has begun addressing these limitations. Self-RAG [3] introduces on-demand retrieval decisions and
self-reflection mechanisms; Corrective RAG (CRAG) [18] evaluates retrieval quality and triggers corrective actions like
web search when initial results prove inadequate; and FLARE [7] performs confidence-driven iterative retrieval during gen-
eration. These systems share a crucial insight: retrieval must be controllable and adaptive, responding to evidence quality
and task demands rather than executing predetermined steps. However, each focuses on specific mechanisms—reflection
tokens, quality evaluators, confidence thresholds—without providing a unified design framework for building adaptive
retrieval systems.

The core problem → Retrieval as control, not subroutine. The fundamental issue is one of abstraction: passive
RAG treats retrieval as answering ”what documents match this query?” when production systems need to answer ”what
evidence do I need, where might it be, how do I know if it’s sufficient, and what do I do when it’s not?” This requires
treating retrieval as a control plane, a layer of explicit decisions governing:

• Whether to retrieve, Is the current evidence insufficient?

• When to retrieve, Immediate vs. synthesis-time gap detection.

• How to retrieve, Query formulation, source selection, granularity planning.

• How often to retrieve, Iteration policies and stop conditions.

• What to trust Relevance filtering, provenance scoring, grounding validation.

Current systems lack a systematic vocabulary for these control decisions. Practitioners reinvent similar patterns across
domains—query decomposition for broad intents, coarse-to-fine retrieval for efficiency, evidence validation to prevent
hallucination, targeted follow-up when gaps emerge—but without shared abstractions or documented tradeoffs.

Solution → A pattern language for agentic retrieval pipelines. We address this gap by reframing retrieval as
an agentic control plane and contributing a pattern language: a structured set of reusable, composable design patterns
for implementing adaptive retrieval pipelines. Our pattern language consists of four interconnected patterns:

1. Intent-Driven Query Reformulation , which transforms underspecified user intent into scored query portfolios
through explicit Intent Maps that capture constraints, unknowns, and evidence standards

2. Multi-Granularity Retrieval Orchestration , which plans and executes budget-aware, coarse-to-fine retrieval
across heterogeneous sources (policy repos, logs, metrics, tickets, regulations) and document granularities (titles →
sections → chunks → full documents)

3. Relevance & Hallucination Guarded Filtering , which validates retrieved evidence through relevance grading,
provenance scoring, and claim-to-evidence support checks, producing Verified Evidence Sets while rejecting noise

4. Iterative Retrieval Refinement , which detects evidence gaps during synthesis attempts and triggers targeted
follow-up retrieval under explicit stop conditions (budget limits, diminishing returns, user approval required)

These patterns compose into a bounded adaptive loop—Reformulate → Orchestrate → Filter → Synthesize → Detect
Gaps → Iterate—whose intermediate artifacts (Intent Maps, Retrieval Plans, Evidence Packs, Verified Evidence Sets, Gap
Reports) serve as interface contracts that enable auditability, modularity, and human oversight.

Contributions. This paper makes the following four contributions to research on retrieval-augmented generation
(RAG) and tool-using LLM agents:

1. A control-theoretic reframing of retrieval LLMs, shifting from ”retrieve-and-read” to explicit decision processes
governing retrieval behavior

2. A pattern language of four documented, reusable patterns for implementing adaptive retrieval, each specifying
context, problem, solution, implementation strategies, and consequences

3. Two case studies—a compliance policy briefing assistant and an incident triage assistant—that demonstrate pattern
composition in the pattern language and provide concrete narrative across diverse domains

4. A synthesis of related work connecting our patterns to RAG foundations, tool-using agents, self-corrective retrieval
methods, and orchestration frameworks, positioning the pattern language within the broader research landscape.

Paper organization. The remainder of this paper is organized as follows: Section 2 describes the case studies used
to illustrate the Agentic Retrieval Pipeline pattern language; Section 3 presents the four patterns in the Agentic Retrieval
Pipeline pattern language, including Table 1 (pattern summary) and demonstrates this pattern language via the two case
studies; Section 4 surveys related work across RAG, agentic systems, adaptive retrieval, and orchestration frameworks;
Section 5 concludes with future directions for evaluation protocols, reusable tooling, and integration with broader synthesis
and orchestration pattern languages; and the Appendices document the prompt pattern form and the concept of pattern
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languages as applied to prompt engineering. Appendix A provides an overview of our prompt pattern form (which should
be familiar to readers acquainted with classic software pattern form [6, 14]); and Appendix B gives an overview of pattern
languages for prompt engineering.[15, 16]

2 Case Studies for the Agentic Retrieval Pipeline Pattern Language
To present the Agentic Retrieval Pipeline pattern language concretely and cohesively, we apply two case studies across

all four patterns. Each pattern’s “Case Study Example” section shows how the pattern applies to both case studies.

2.1 Case Study A: Compliance Change Briefing Assistant
Scenario. A compliance analyst asks an LLM agent: “Summarize what changed in our Data Retention Policy between

versions v3.1 and v3.2, and explain which changes are required to implement in Quarter2. Include citations to the relevant
policy clauses and any referenced external regulations.”

Environment & sources.

1. Internal policy repository with versioned PDFs/Markdown.

2. Internal legal memos and change tickets.

3. Optional external regulatory sources (government/standards sites).

Constraints.

1. Must provide clause-level citations.

2. Must distinguish “required” vs “recommended” vs “informational” changes.

3. Must be robust to outdated or irrelevant documents.

Success criteria.

1. Accurate change summary with traceable citations.

2. Clear action list for Q2 implementation with stated assumptions.

Figure 1 depicts a clause-level diff and evidence validation interface for the Compliance Change Briefing Assistant,
showing how the agent operationalizes adaptive retrieval and guarded filtering to produce a grounded policy change
summary. This figure depicts the Compliance Change Briefing Assistant ’s agentic retrieval flow. The analyst’s request

Figure 1: Case Study A: Compliance Change Briefing Assistant
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(change summary with clause-level citations and Quarter 2 actions) is converted into an Intent Map and scored, clause-
oriented queries via the Intent-Driven Query Reformulation pattern. A coarse → deepen → triangulate plan searches
the policy repo, tickets, memos, and referenced regulations to build an Evidence Pack organized by change theme via the
Pattern 2 Multi-Granularity Retrieval Orchestration pattern. The Relevance & Hallucination-Guarded Filtering pattern
produces a Verified Evidence Set with provenance and claim-to-evidence links. A draft briefing is attempted; missing
clauses or weak support yields a Gap Report that triggers targeted follow-up retrieval under stop rules via the Pattern 4
Iterative Retrieval Refinement pattern.

2.2 Case Study B: Incident Triage & Root Cause Assistant
Scenario. An on-call engineer asks: “We saw a 5x latency spike in the Checkout service starting at 02:13 UTC right

after deploy 2025.04.17-rc3. Find the likely cause, supporting evidence, and propose next mitigations.”

Environment & sources.

1. Runbooks and prior incident postmortems.

2. Observability data summaries (logs/metrics excerpts).

3. Deployment change logs and code diffs.

4. Ticketing system for recent changes.

Constraints.

1. Time-sensitive: produce an actionable hypothesis quickly.

2. Evidence must be tied to specific artifacts (log lines, diff hunks, runbook steps).

3. Must avoid overconfidence; conflicting evidence must be surfaced.

Success criteria.

1. Evidence-backed likely cause (or ranked hypotheses).

2. Immediate mitigations + what to check next (with minimal extraneous retrieval).

Figure 2 shows the Incident Triage & Root Cause Assistant. The on-call request (latency spike at 02:13 UTC after a
deploy) becomes an Intent Map and time-windowed queries over the service, deploy ID, and candidate failure modes (see
the Intent-Driven Query Reformulation pattern). The Multi-Granularity Retrieval Orchestration pattern runs a coarse

Figure 2: Case Study B: Incident Triage & Root Cause Assistant

→ deepen → triangulate plan across logs, metrics/traces, deploy diffs, runbooks, and past incidents to build an Evidence
Pack organized by hypothesis. The Relevance & Hallucination-Guarded Filtering pattern enforces relevance and claim-
to-artifact support. The system drafts ranked causes and mitigations; gaps or conflicts yield a Gap Report that triggers
targeted probes via the Iterative Retrieval Refinement pattern until adequacy or escalation.
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3 Patterns in the Agentic Retrieval Pipeline Pattern Language
This section introduces four interconnected patterns described in Table 1 that comprise the Agentic Retrieval Pipeline

pattern language. This pattern language treats retrieval as an ”agentic control plane” rather than a one-shot “retrieve-
and-read” step. Instead of assuming top-k chunks are sufficient, the agent makes explicit decisions about whether retrieval
is needed, where to search (across heterogeneous sources), how deep to go (titles → sections → chunks → full documents),
and when to stop based on evidence adequacy and budget. The patterns also define named intermediate artifacts—Intent
Maps, Retrieval Plans, Evidence Packs, Verified Evidence Sets, and Gap Reports—that serve as interface contracts between
stages, enabling critique, filtering, and gap-driven refinement without uncontrolled thrashing.

Table 1: Summary of Prompt Patterns in the Agentic Retrieval Pipeline Pattern Language

Pattern Name Pattern Intent
Intent-Driven Converts underspecified user intent into a portfolio of high-precision queries by
Query Reformulation extracting constraints, decomposing subquestions, generating query variants (e.g.,

temporal/source-type), and selecting among them via explicit scoring.
Multi-Granularity Executes coarse-to-fine retrieval across heterogeneous sources and granularities
Retrieval Orchestration (titles → sections → chunks → full docs), routing subqueries to best-fit sources and

allocating budgets to maximize evidence quality under constraints.
Relevance & Hallucination Filters and validates retrieved evidence using relevance grading,
Guarded Filtering provenance/authority scoring, and claim-to-evidence checks; rejects low-quality

results and triggers abstention or additional retrieval when grounding is insufficient.
Iterative Retrieval Uses synthesis-time gap detection to generate targeted follow-up retrieval actions,
Refinement iterating until adequacy thresholds or stop rules are met (budget, diminishing returns,

or required user input).

Figure 3 visualizes the pattern interconnections. It shows the retrieval control plane as a bounded feedback loop, and
demonstrates how the Intent Map and query portfolio from Pattern 1 feed the Retrieval Plan in Pattern 2, which produces
an Evidence Pack. Pattern 3 filters that pack into a Verified Evidence Set used for synthesis; synthesis generates Gap
Reports that drive Pattern 4’s targeted re-retrieval, which may loop back to reformulation or orchestration until stop
conditions are met.

Figure 3: Interconnections Among the Four Patterns in the Agentic Retrieval Pattern Language
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The remainder of this section describes each of the patterns in the Agentic Retrieval Pipeline pattern language using
a variant of the Gang-of-Four and POSA pattern forms.

3.1 The Intent-Driven Query Reformulation Pattern
This pattern converts an underspecified user request into retrieval-ready queries. The agent first produces an explicit

Intent Map (goal, constraints, required output form, unknowns, and evidence standards), then generates a portfolio of
query variants across specificity, temporal scope, source targeting, and terminology synonyms. Queries are scored and
selected with rationale and cost estimates, reducing low-recall “literal prompt” retrieval and preventing silent scope drift.
Figure 4 shown at the end of Section 3.1 demonstrates this pattern.

Intent

Transform vague or underspecified user intent into high-precision, multi-faceted queries that better match the structure
of available sources and the constraints of the task.

Context

Users often phrase requests at the level of desired outcomes (e.g., “summarize changes” or “find the cause”), while
the evidence needed to answer those requests lives in heterogeneous repositories with their own vocabularies and indexing
assumptions. As a result, a single literal query that mirrors the user’s prompt frequently under-specifies key constraints,
including time (which version/date range matters), scope (which subsystem or policy sections are in-bounds), evidence
standards (primary sources vs. commentary), and terminology mappings (internal service names vs. product names;
policy clause tags vs. colloquial labels). It may also omit critical negative constraints, such as disallowed content
(“exclude blog posts,” “ignore outdated versions”), which increases noise and weakens downstream grounding.

Problem

How can an agent systematically generate better retrieval queries than the user provided, without drifting away from
the user’s true intent?

Solution

Insert an explicit intermediate artifact—an Intent Map—between user input and retrieval. The agent:

1. Extracts the goal, constraints, and required output form (e.g., “must cite clauses,” “rank hypotheses”).

2. Decomposes the task into subquestions and “unknowns that must be resolved.”

3. Generates a query portfolio across key dimensions:

• specificity (broad → narrow),

• temporal qualifiers (versions, timestamps),

• source targeting (policy repo vs tickets vs runbooks),

• terminology variants (synonyms, internal identifiers),

• negative constraints (exclude irrelevant domains).

4. Scores and selects queries using explicit criteria (expected relevance, coverage, cost).

5. Stores query rationales and avoids redundant reformulations.

This pattern reframes query formation as a controlled, inspectable decision—rather than a single opaque rewrite.

Key Ideas

Five fundamental contextual statements for the Intent-Driven Query Reformulation pattern include the following:

1. Intent Map as a first-class object. Capture (a) goal, (b) constraints, (c) deliverable format, (d) unknowns, (e)
acceptable evidence.

2. Query portfolio, not a single query. Multiple queries represent different facets and hedge against vocabulary mis-
match.

3. Explicit scoring. Queries are ranked by criteria such as coverage, precision, authority alignment, and tool cost.

4. Drift control. The Intent Map includes invariants (“do not change goal,” “do not expand scope without permission”).

5. Memory of attempted queries. Avoid repeated loops and support auditability.
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Implementation

A minimal implementation uses the following two stages:

Stage 1: Intent Map extraction (structured).

• Output fields: task goal, required outputs, constraints, unknowns, source preferences, terminology map, stop conditions.

Stage 2: Query portfolio generation + scoring.

• Output fields: list of query candidates with:

– target source,
– query string,
– rationale,
– estimated cost,

Prompt skeleton (illustrative):

• “Given the user request, produce an Intent Map with explicit constraints and unknowns.”

• “Generate 8–12 retrieval queries across sources and temporal scopes; score them; select the top 3–5 to execute
first.”

(Optional) Add a “query judge” step to compare top candidates.

Case Study Example (applied to both case studies)

Title. Case Study A (Compliance Change Briefing Assistant): Policy change briefing

User request (condensed). “Summarize changes between policy v3.1 and v3.2; cite clauses; list Q2 required actions.”

Intent Map excerpt (illustrative).

• Goal: change summary + action list for implementation.

• Constraints: cite clause IDs; focus on required changes; exclude unrelated policies.

• Unknowns: where versions live; whether v3.2 references external regulations; effective dates.

Query portfolio (examples).

1. source: PolicyRepo -“Data Retention Policy v3.2 clause changes diff v3.1”

2. source: PolicyRepo -“Data Retention Policy v3.1 v3.2 ‘effective date’ ‘retention period’ ‘deletion’”

3. source: Tickets - “DRP v3.2 change request OR JIRA key linked to policy update”

4. source: LegalMemos - “Data Retention Policy v3.2 rationale regulatory reference”

5. source: ExternalRegulators - “regulation cited in Data Retention Policy v3.2 section references”

Outcome. Retrieval begins with version-specific, clause-oriented queries rather than generic “data retention policy
changes,” reducing noise and improving traceability.

Title. Case Study B (Incident Triage & Root Cause Assistant): Incident triage

User request (condensed). “Latency spike after deploy rc3 at 02:13 UTC; find likely cause with evidence.”

Intent Map excerpt (illustrative).

• Goal: likely cause + supporting evidence + mitigations

• Constraints: time-sensitive; cite artifacts; acknowledge uncertainty.

• Unknowns: what changed in deploy; which downstream dependencies; whether correlated incidents exist.

Query portfolio (examples).

1. source: source: DeployLog — “deploy 2025.04.17-rc3 files changed checkout service”

2. source: Logs - “02:10–02:20 UTC checkout latency spike error patterns”

3. source: Metrics - “p95 latency checkout 02:13 UTC correlated saturation db pool”

4. source: Runbooks - “checkout latency spike runbook steps”

5. source: PastIncidents - “similar incident checkout latency after deploy connection pool”

Outcome. Retrieval targets time windows, deploy identifiers, and known triage playbooks rather than a broad
“checkout latency problem.”
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Consequences

Positive consequences:

This pattern typically increases both recall and precision by replacing a single literal query with an intent-aligned
portfolio that better captures time bounds, scope, evidence standards, and terminology variants—thereby reducing missed
evidence and top k clutter. It also improves transparency: the Intent Map and query rationales make retrieval behavior
inspectable, auditable, and easier to debug. Finally, by explicitly encoding constraints and invariants, it strengthens
alignment with the user’s true goals and reduces silent scope creep and query drift.

Negative consequences:

The additional intent extraction and query scoring steps introduce latency and cost before retrieval begins, which
can be noticeable in time sensitive settings. The approach is also only as good as the Intent Map: if constraints are
mis-extracted or the decomposition is wrong, the resulting query portfolio can systematically miss critical evidence while
appearing “well structured.” Moreover, explicit scoring heuristics can bias the system toward certain “authoritative”
sources even when less formal sources (e.g., operational tickets) contain key details, potentially skewing coverage.

See Also

• Multi-Granularity Retrieval Orchestration builds on query portfolios by routing queries to sources and granularities.

• Iterative Retrieval Refinement revisits query reformulation after gap detection during synthesis.

Figure 4 depicts the internal structure of the Intent-Driven Query Reformulation pattern, where user input is parsed
into an Intent Map that captures constraints (time, scope, source preferences, citation requirements) and unknowns. The
agent then generates multiple query candidates, labels each with a target source and rationale, scores candidates for
coverage/precision/cost, and selects an initial “query bundle” to execute. This figure highlights how explicit artifacts
reduce drift and enable inspection.

Figure 4: Intent-Driven Query Reformulation Pattern

3.2 The Multi-Granularity Retrieval Orchestration Pattern

This pattern treats retrieval as staged resource allocation across sources and granularities. From an explicit Retrieval
Plan, the agent performs a coarse sweep (titles/sections/summaries) to maximize recall, then selectively deepens into
high-value candidates (chunks, full documents, log windows, diff hunks). It triangulates key claims across independent
sources, merges and deduplicates results, and emits a structured Evidence Pack with provenance metadata for downstream
filtering and synthesis. Figure 5 shown at the end of Section 3.2 demonstrates this pattern.
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Intent

Retrieve evidence efficiently from heterogeneous sources by orchestrating coarse-to-fine retrieval across multiple gran-
ularities (e.g., title/summary → section → chunk → full document) and multiple source types.

Context

Evidence for real tasks is rarely located in a single place or stored in a uniform format: an environment may include
vector databases over chunked internal documentation, keyword search over tickets or code, structured stores (e.g., incident
metadata), and external web sources. In these settings, “where” to retrieve from and “how deep” to retrieve cannot be fixed
in advance, because the appropriate granularity changes as the task evolves: early-stage exploration and triage benefit
from coarse, high-recall retrieval (titles, summaries, headings), while later-stage justification and auditability demand
fine-grained provenance (specific sections, clause-level passages, log-line evidence, or diff hunks). Without an explicit
approach to moving between these granularities and sources, retrieval either misses critical evidence or overspends budget
on unnecessary depth.

Problem

How can an agent retrieve efficiently from heterogeneous sources and document granularities without missing critical
evidence or paying unnecessary cost?

Solution

Create an explicit Retrieval Plan that allocates queries to sources and granularity levels in stages:

1. Coarse sweep (broad recall).

• doc titles, policy sections, runbook headings, incident summaries.

2. Focused deepening (precision). For top candidates, retrieve:

• specific sections and supporting chunks,

• relevant code diffs or log windows,

• clause-level passages.

3. Cross-source triangulation. Confirm key claims by pulling:

• primary sources and authoritative documents,

• corroborating artifacts (tickets, changelogs, metrics).

4. Merge & de-duplicate. Cluster by topic/claim, remove duplicates, and produce an “Evidence Pack” for downstream
filtering.

The core idea is that the agent treats retrieval as resource allocation: where to search, how deep to go, and when to
stop.

Key Ideas

Five fundamental contextual statements for the Multi-Granularity Retrieval Orchestration pattern include the follow-
ing:

1. Granularity ladder. Title → abstract/summary → section → chunk → full doc.

2. Source routing. Map each subquestion to best-fit sources (policy repo for clause IDs; runbooks for known mitigations;
deploy logs for “what changed”).

3. Budget-aware scheduling. Allocate retrieval depth based on expected value and remaining uncertainty.

4. Parallelism + join. Run independent subqueries concurrently; merge results later.

5. Evidence Pack artifact. Output of orchestration is not “top k raw chunks,” but a structured pack: (topic cluster →
evidence items → metadata).
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Implementation

Step A: Build Retrieval Plan. A simple schema:

• stage: coarse — deepen — triangulate

• source: PolicyRepo — Tickets — Logs — Web — CodeRepo — Runbooks

• query: string

• granularity: title — section — chunk — full

• budget: max results, max tokens, time limit

• stop rule: e.g., “stop deepening when 2 independent sources confirm claim”

Step B: Execute plan with progressive deepening.

1. Start with coarse retrieval.

2. Rank candidates and deepen only the top ones.

3. Create clusters (“Retention period changes”, “Deletion exceptions”, “Dependency timeouts”).

Step C: Produce Evidence Pack.

1. Deduplicate.

2. Keep provenance (source, timestamp/version, section/clause).

3. Keep “why retrieved” rationale (from query plan).

Case Study Example (applied to both case studies)

Title. Case Study A (Compliance Change Briefing Assistant): Coarse-to-fine policy retrieval

Coarse sweep

• Retrieve policy v3.1 and v3.2 high-level headings or table of contents.

• Retrieve change tickets referencing “Data Retention Policy v3.2”.

Focused deepening

• Deepen into sections that differ:

– “Retention periods”
– “Deletion and exceptions”
– “Legal holds”

• Retrieve clause-level chunks around changed text.

Triangulation

• If policy references an external regulation, retrieve the specific regulatory clause and any internal legal memo
interpreting it.

Outcome

• The Evidence Pack contains:

– changed clause IDs + before/after snippets,
– external regulation snippets when referenced.

Title. Case Study B (Incident Triage & Root Cause Assistant): Coarse-to-fine incident retrieval

Coarse sweep

• Retrieve deploy summary for rc3.

• Retrieve incident timeline summary.

• Retrieve runbook sections matching “latency spike” / “connection pool” / “dependency timeout”.

Focused deepening

• Deepen into:
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– logs around 02:13 UTC,

– code diff hunks touching request timeouts or DB queries,

– known mitigation steps in runbooks.

Triangulation

• Confirm whether metrics correlate with:

– CPU saturation,

– downstream dependency latency,

– connection pool exhaustion.

Outcome

• Evidence Pack clusters evidence into candidate causes:

– “timeout regression”

– “DB pool exhaustion”

– “downstream dependency incident”

Consequences

Positive consequences:

Orchestration across coarse-to-fine granularities generally improves efficiency and coverage by spending early budget on
high-recall sweeps and reserving deeper retrieval for the most promising candidates, reducing wasted depth on irrelevant
documents while lowering the chance of missing key sources. It also strengthens provenance because the Evidence Pack
preserves where items came from (version, timestamp, section/clause/log window), which directly supports later grounding
and auditing. Finally, the pattern is modular: it can route work across dense retrieval, keyword search, and structured
stores without assuming a single retrieval mechanism or corpus format.

Negative consequences:

The main downside is increased system complexity: the agent needs representations for plans, routing, staging, and
merge/dedup logic, which introduces more opportunities for implementation bugs and failure modes. Evidence normal-
ization is also challenging because logs, policies, tickets, and code diffs do not share a uniform schema, making clustering
and comparison nontrivial. In worst cases, broad sweeps followed by multiple deepening passes can still spike costs unless
budgets and stop rules are enforced rigorously.

See Also

• Intent-Driven Query Reformulation improves the plan’s inputs (queries).

• Relevance & Hallucination Guarded Filtering is the next stage: orchestration retrieves broadly, filtering decides
what is safe to use.

• Iterative Retrieval Refinement triggers additional orchestration rounds when gaps persist.

Figure 5 show how a Retrieval Plan is executed in stages. A coarse recall pass retrieves high-level candidates across
heterogeneous repositories, followed by focused deepening into selected documents/log slices/diff regions. A triangulation
step seeks independent corroboration for key claims, after which results are clustered, normalized, and deduplicated into
an Evidence Pack. The figure emphasizes budgeting (limits per stage) and a clean handoff to guarded filtering.

3.3 The Relevance & Hallucination Guarded Filtering Pattern

This pattern prevents “false grounding” by gating generation on verified evidence. The agent converts a raw Evidence
Pack into a Verified Evidence Set using (1) relevance grading against subquestions, (2) provenance/authority and recency
scoring, and (3) claim-to-evidence support checks before drafting. Items that fail are rejected with reasons; unsupported
claims trigger refinement, clarification, or calibrated abstention, improving auditability and trust. Figure 6 shown at the
end of Section 3.3 demonstrates this pattern.

Intent

Prevent irrelevant, low-quality, outdated, or adversarial retrieval results from contaminating generation; ensure that
generated claims are supported by selected evidence.
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Figure 5: Multi-Granularity Retrieval Orchestration Pattern

Context

Even strong retrieval systems return noise. Dense retrieval methods (e.g., DPR) and rerankers (e.g., ColBERT) [8, 10]
improve relevance but do not eliminate mismatches, duplication, or stale content. LLMs may hallucinate even when
retrieval is present, producing claims that are not actually supported by the retrieved text. In practice, this means that
simply appending retrieved context can create an illusion of grounding: irrelevant or low-quality snippets may slip into
the prompt, and the model may still generate confident statements that collapse under citation scrutiny unless evidence
is explicitly selected, validated, and tied to the claims the system intends to make.

Problem

How can an agent robustly select and validate evidence so that generation remains grounded and verifiable, rather
than merely “surrounded by context”?

Solution

Insert a guarded filtering gate that transforms a raw Evidence Pack into a Verified Evidence Set. The gate combines
three checks:

1. Relevance grading (local). Is this evidence item actually about the subquestion/claim?

2. Provenance/authority scoring (global). Is the source reliable for this claim type (policy clause blog post; log line
anecdotal chat; newest version old)?

3. Claim-to-evidence support checks (grounding). For each key claim the agent intends to make, does at least one
evidence span explicitly support it?

If the Verified Evidence Set is insufficient, the agent must either:

• retrieve more (invoke Iterative Retrieval Refinement),

• ask the user for clarification,

• abstain or present uncertainty.

Key Ideas

Five fundamental contextual statements for the Relevance & Hallucination Guarded Filtering pattern include the
following:

1. Evidence units. Represent evidence as (claim topic, excerpt, provenance metadata, retrieval rationale).

2. Fail-closed behavior. When evidence is weak, prefer “need more retrieval / cannot confirm” over confident synthesis.
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3. Provenance policy. Different claim types demand different evidence standards (e.g., compliance requirements need
policy/regulatory text; incident causes need logs/metrics).

4. Injection awareness. Treat retrieved text as untrusted input; ignore instructions embedded in sources.

5. Verified Evidence Set artifact. Output includes what passed, what failed, and why.

Implementation

A minimal implementation uses the following four stages:

A. Relevance grader prompt (LLM-as-judge). Given an evidence item and a target subquestion, output:

• relevance score (0–3),

• short justification,

• discard/keep decision.

B. Provenance scoring rubric. Example rubric:

• Source type: primary policy/logs (high) > internal memo (medium) > external commentary (low unless authori-
tative)

• Recency: newest version wins for normative claims

• Specificity: clause ID / exact error signature > broad generalization

C. Claim support check. Before writing the final answer:

1. extract candidate claims

2. match each claim to evidence spans,

3. mark as supported — weakly supported — unsupported

4. revise or re-retrieve for unsupported claims.

D. Output format. A simple schema:

• accepted evidence[ ]: {id, excerpt, provenance, relevance score, authority score}
• rejected evidence [ ]: {id, reason}
• claim support [ ]: {claim, evidence ids, support level}

Case Study Example (applied to both case studies)

Title. Case Study A (Compliance Change Briefing Assistant): Avoiding “citation laundering” in policy summaries

Common failure without this pattern. The agent retrieves a policy snippet plus an unrelated blog post, then
cites the blog post for a claim that only the policy supports—or worse, cites something that doesn’t support the claim at
all.

Guarded filtering behavior.

• Reject external sources that:

– are outdated relative to v3.2,
– are commentary when primary clauses exist,
– contain ambiguous interpretations not grounded in the policy.

• Require each “required Quarter2 action” to map to:

– a clause in v3.2, and
– (if applicable) a referenced external regulation section.

Outcome. The final briefing contains only claims traceable to clause-level evidence and flags interpretive leaps
explicitly.

Title. Case Study B (Incident Triage & Root Cause Assistant): Preventing overconfident root cause claims

Common failure without this pattern. The agent sees one error log (“timeout”) and declares a specific downstream
service is the culprit without corroborating evidence.

Guarded filtering behavior.

• Relevance grading rejects logs outside the 02:13 UTC window.
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• Provenance scoring prioritizes:

– deploy diffs touching timeouts,

– metrics showing dependency latency,

– runbook guidance for the observed signature

• Claim support check forces the agent to either:

– produce a ranked hypothesis list, or

– retrieve more evidence before stating a single cause.

Outcome. The agent outputs: “Most likely cause X (supported by logs + diff + metric correlation); alternative
hypothesis Y (partial support); unknowns Z to check next.”

Consequences

Positive consequences:

By enforcing relevance grading, provenance/authority scoring, and claim-to-evidence support checks, this pattern
substantially reduces hallucinations and “false grounding” by requiring claim-level support rather than letting unvetted
context pass into generation. It also improves trust and auditability because users (or reviewers) can inspect what evidence
was accepted or rejected and why, which makes the system’s epistemic posture more legible. Treating retrieved text as
untrusted input further increases safety in the presence of low-quality sources or prompt-injection-like content embedded
in retrieved documents.

Negative consequences:

Guardrails can over-filter: strict thresholds may discard weak-but-important signals (including minority evidence that
later proves decisive), especially in early triage contexts. The use of LLM-based judging introduces the possibility of bias
and instability—grading behavior can vary across models, prompts, and domains—so calibration and regression testing
become necessary. Finally, the filtering stage adds extra latency and cost, although that overhead is often offset by fewer
downstream failures and less expensive rework.

See Also

• Iterative Retrieval Refinement is the natural next step when the Verified Evidence Set is insufficient.

• Multi-Granularity Retrieval Orchestration provides the evidence diversity that makes guarded filtering effective.

Figure 6 shows the evidence validation gate between retrieval and generation. Evidence items flow from the Evidence
Pack through a relevance grader and a provenance/authority scorer, producing accept/reject decisions with justifications.
A claim-support checker then maps intended claims to specific evidence spans; unsupported or weakly supported claims
are flagged for further retrieval or abstention. This figure makes the “fail-closed” stance concrete and auditable.

3.4 The Iterative Retrieval Refinement Pattern

This pattern makes synthesis a diagnostic probe: the agent attempts an answer using the Verified Evidence Set,
then produces a structured Gap Report capturing missing primary sources, weakly supported claims, contradictions,
and recency/definition gaps. For each gap, it proposes targeted follow-up retrieval actions (or user questions) with
expected value and cost, and iterates under explicit stop rules (budget, time, diminishing returns, or escalation), avoiding
uncontrolled thrashing. Figure 7 shown at the bottom of Section 3.4 demonstrates this pattern.

Intent

Detect missing, weak, or contradictory evidence during synthesis and trigger targeted follow-up retrieval until adequacy
thresholds are satisfied.

Context

Even with good queries and careful orchestration, an initial retrieval pass rarely yields a complete, decision-ready
evidence set. Crucially, the need for additional retrieval often becomes visible only once the agent attempts synthesis:
while drafting, it may notice missing effective dates, discover conflicting clauses across versions, fail to support a key causal
link, or realize that the available evidence is too generic for the deliverable the user requested. These synthesis-time signals
are not simply “retrieval errors”—they are diagnostic indicators that the current evidence is insufficient, misaligned, or
contradictory. Without an explicit mechanism to turn these signals into targeted follow-up actions under bounded stop
conditions, systems tend to either stop too early (shipping weakly supported output) or thrash in uncontrolled retries.
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Figure 6: Relevance & Hallucination Guarded Filtering Pattern

Problem

How can an agent know when it has “enough” evidence, and how can it systematically close remaining gaps without
infinite loops or uncontrolled scope creep?

Solution

Treat synthesis as a diagnostic probe:

1. Attempt a draft synthesis using the Verified Evidence Set.

2. Produce a structured Gap Report:

• unsupported claims,

• missing definitions,

• contradictory evidence,

• missing recency checks,

• missing primary sources.

3. For each gap, choose a response:

• targeted retrieval action,

• ask user a focused clarification,

• abstain or present uncertainty.

4. Repeat under explicit stop conditions:

• retrieval budget,

• time limit,

• diminishing returns,

• user approval required.

This Gap Report creates a bounded feedback loop where retrieval is controlled by explicit gap signals rather than blind
retries.
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Key Ideas

Four fundamental contextual statements for the Iterative Retrieval Refinement pattern include the following:

1. Gap taxonomy. Not all gaps are equal; treat them differently:

• missing primary source (must retrieve),
• ambiguous scope (ask user),
• contradiction (triangulate or present alternatives),
• weak evidence (retrieve higher-authority sources).

2. Targeted queries. Follow-up queries are narrow and evidence-driven (“find effective date clause”, “retrieve metrics
for dependency Y”).

3. Stop rules as first-class policy. Prevent infinite loops.

4. Stateful memory. Track what has been tried, what improved, and what remains unknown..

Implementation

A. Synthesis + Gap Report prompt. Input: Verified Evidence Set + draft answer plan. Output:

• draft answer outline,

• claims needing support,

• missing evidence requests,

• contradictions,

• recommended next retrieval actions (each with expected value and cost),

• stop or continue with reason.

B. Controller loop (conceptual).

1. Initialize with query portfolio and retrieval plan.

2. Repeat:

• orchestration → guarded filtering → synthesis attempt → gap report

3. Terminate on stop rules.

C. Loop safety controls.

• Max iterations.

• Max tool calls per source.

• “No progress” detector (if next retrieval actions resemble prior ones).

Case Study Example (applied to both case studies)

Title. Case Study A (Compliance Change Briefing Assistant): Closing policy briefing gaps

Gap types discovered during synthesis

• The briefing includes “Quarter2 required action: shorten retention for category X,” but evidence is only a general
section header; clause-level excerpt is missing.

• The policy mentions “per regulation Y,” but the referenced regulation text is not retrieved.

Refinement actions

• Targeted retrieval:

– fetch the exact clause paragraphs for retention category X in v3.2,
– retrieve the referenced regulation section or internal memo interpretation.

Stop rule

• Stop when every required action maps to at least one clause excerpt, and every external reference is either retrieved
or flagged as unavailable.

Outcome
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• Final briefing is clause-grounded, with explicit “unknowns” if external content cannot be accessed.

Title. Case Study B (Incident Triage & Root Cause Assistant): Closing incident triage gaps

Gap types discovered during synthesis

• The agent proposes “connection pool exhaustion,” but has no direct metric evidence (only anecdotal logs).

• There is a contradiction: deploy diff suggests timeout reduction, but logs show increased timeouts.

Refinement actions

• Targeted retrieval:

– fetch DB pool metrics for the incident window,

– retrieve dependency latency metrics for the same window,

– pull the specific diff hunk controlling timeout values.

Stop rule

• Stop when top hypothesis has 2+ independent evidence types (e.g., logs + metrics + diff), or escalate to human
if evidence remains contradictory.

Outcome

• A calibrated incident analysis with ranked hypotheses, evidence, and next checks—without uncontrolled retrieval
loops.

Consequences

Positive consequences:

Iterative refinement improves completeness and decision-readiness by using synthesis as a diagnostic step that surfaces
unsupported claims, missing primary sources, and contradictions—then targets follow-up retrieval specifically to close
those gaps. It reduces brittle one-shot behavior by preventing “best effort” outputs that silently paper over missing
evidence, and it yields more calibrated final reports because the system can explicitly distinguish supported claims from
uncertain hypotheses. By converting vague uncertainty into focused clarification questions or targeted retrieval actions,
it also tends to improve user alignment while minimizing unnecessary back-and-forth.

Negative consequences:

Without explicit stop rules and progress checks, refinement loops can become unbounded, creating infinite-loop risks,
runaway tool usage, and degraded user experience. Gap discovery can also drive scope creep: once the agent begins
enumerating missing evidence, it may expand beyond the user’s original intent unless constraints are continuously enforced.
Lastly, iterative retrieval is cost-sensitive—when evidence is sparse, noisy, or inaccessible, repeated attempts can be
expensive while still failing to reach adequacy thresholds, requiring escalation or abstention policies.

See Also

• Intent-Driven Query Reformulation is often re-invoked after gap discovery (new targeted queries).

• Relevance & Hallucination Guarded Filtering ensures refinement doesn’t amplify noise.

• Multi-Granularity Retrieval Orchestration provides the mechanics for targeted follow-up searches.

Figure 7 visualizes the refinement controller that closes the loop. After an initial synthesis attempt, the agent emits
a Gap Report and classifies issues (missing primary text, contradictions, insufficient specificity, stale evidence). It then
generates targeted retrieval actions, updates the Retrieval Plan (and, if needed, the Intent Map), and repeats the pipeline
while tracking progress. Explicit stop conditions and escalation paths prevent infinite loops and runaway cost.
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Figure 7: Iterative Retrieval Refinement Pattern

4 Related Work
This section examines work related to our Agentic Retrieval Pipeline pattern language (1) retrieval-augmented genera-

tion, (2) tool-using agents, and (3) adaptive/self-corrective retrieval approaches, (4) emerging frameworks for programming
and orchestrating agent pipelines, (5) surveys and emerging taxonomies, and (6) relationships to other pattern languages.

Retrieval-augmented generation and retrieval models. Retrieval-augmented generation (RAG) combines para-
metric generation with non-parametric memory by retrieving passages from an external corpus and conditioning genera-
tion on them. Lewis et al. introduced RAG as a general framework for knowledge-intensive NLP tasks and demonstrated
strong results across open-domain QA and generation tasks.[12] Our work differs in emphasis: rather than proposing a
new retriever-generator model, we document agentic control patterns that govern when retrieval happens, how queries
are formed, and how evidence is validated. Modern retrieval systems rely on dense representations and reranking. Dense
Passage Retrieval (DPR) showed that dual-encoder dense retrieval can outperform traditional sparse baselines in open-
domain QA, supporting efficient retrieval pipelines.[8] ColBERT introduced late interaction for efficient and effective
ranking, enabling better end-to-end retrieval and reranking tradeoffs.[10] These systems largely optimize how to retrieve
given a query, whereas our pattern language focuses on how an agent decides which queries to run, where to retrieve, and
when to stop.

Tool-using agents and reasoning–acting loops ReAct interleaves reasoning traces with actions (e.g., calls to
knowledge sources) to improve performance and interpretability, demonstrating benefits for QA and interactive decision-
making tasks.[19] Toolformer trains language models to decide when to call external tools and how to incorporate results,
showing that models can learn tool-use behavior in a self-supervised way.[13] These works support the broader claim that
agents should act in the world, not only generate text. Our contribution is a complementary design framework: rather
than specify a single loop or training method, we codify recurring retrieval control strategies as patterns

Self-corrective and adaptive retrieval approaches Several recent works explicitly address the limitations of
retrieving a fixed number of passages once. Self-RAG trains a model to retrieve on-demand and to critique retrieved
passages and its own generations via reflection tokens, improving factuality and controllability.[3] Corrective Retrieval
Augmented Generation (CRAG) evaluates retrieval quality and triggers different retrieval actions, including web search,
when initial retrieval is poor.[18] Active retrieval augmented generation generalizes retrieval during generation; FLARE
anticipates upcoming content and triggers retrieval when confidence is low.[7]

Our pattern language aligns with the motivation of these works—retrieval should be adaptive—but contributes a
different artifact: a human-facing design vocabulary for building systems that implement these behaviors. In particular,
our patterns correspond to recurring control decisions visible across these approaches: query reformulation, multi-stage
retrieval, retrieval quality evaluation, filtering, and iterative refinement.
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The Prompt/programming abstractions and orchestration frameworks DSPy proposes a programming model
for building and optimizing LLM pipelines as parameterized modules and graphs, with a compiler that optimizes pipelines
for metrics.[9] This aligns with our emphasis on making pipeline structure explicit, though our focus is not compila-
tion/optimization but reusable design patterns for retrieval control. AutoGen frames LLM applications as multi-agent
conversations and provides abstractions for building agent teams that can use tools and human inputs.[17] In prac-
tice, many agent frameworks also provide graph or state-machine orchestration mechanisms. LangGraph, for example,
represents agent workflows as graphs with state, enabling controllable, long-running agents.[11] These systems provide
implementation substrates on which our patterns can be realized; our contribution is orthogonal: a pattern language that
specifies what retrieval behaviors to build and why, rather than a specific framework for building them.

Surveys and emerging taxonomies As agentic RAG matures, surveys have begun to propose taxonomies of agentic
retrieval systems and workflow patterns.[1] Our pattern language can be viewed as a practitioner-oriented complement: we
focus on a small set of high-leverage retrieval control patterns and document them in a structured pattern form intended
for reuse and composition.

Relationship to pattern languages for prompt engineering Finally, our work directly adopts the pattern
language approach and structured prompt pattern form used in prior work on persona-based interactions with LLMs,
re-targeting the methodology from persona control to retrieval control. We treat retrieval behaviors as reusable patterns
and emphasize consequences, tradeoffs, and “see also” links that support composition into larger agentic systems.

5 Concluding Remarks
This paper reframed retrieval in LLM systems as an explicit agentic control plane and presented the Agentic Re-

trieval Pipeline pattern language consisting of four interconnected patterns: Intent-Driven Query Reformulation, Multi-
Granularity Retrieval Orchestration, Relevance & Hallucination Guarded Filtering, and Iterative Retrieval Refinement.
We used two case studies (a compliance change briefing assistant and an incident triage & root cause assistant) to show
how the patterns in this pattern language compose into a bounded feedback loop that supports adaptive and self-corrective
knowledge acquisition.

Our future work will focus on the following extensions to the pattern language presented in this paper:

• Evaluation protocols beyond final-answer accuracy. One key next step is to develop evaluation protocols that
directly operationalize each pattern’s stated consequences. Rather than scoring only final-answer accuracy, evalu-
ations should measure retrieval-control behavior: query recall vs. precision, evidence authority/recency alignment,
claim-to-evidence citation correctness, and the cost/latency incurred to reach adequacy. Controlled benchmarks can
be paired with scenario-based tests (e.g., policy diffs and incident triage) to quantify practical tradeoffs and failure
modes.

• Reusable prompt templates and controller libraries. A second direction is to produce reusable prompt
templates and controller libraries that implement the patterns as modular components. Standardized schemas for
artifacts like Intent Maps, Retrieval Plans, Evidence Packs, Verified Evidence Sets, and Gap Reports would make
systems easier to compose, test, and audit. Packaging these controllers as framework-agnostic building blocks (with
clear stop conditions and scoring rubrics) would also reduce ad hoc prompt drift and improve reproducibility across
deployments.

• User-facing interfaces for retrieval oversight. A third direction is to design user-facing interfaces that expose
intermediate retrieval artifacts for oversight and collaboration. Instead of hiding retrieval behind a single response,
systems can present retrieval plans, evidence clusters, filtering decisions, and gap reports in a way that supports
inspection and intervention. Such interfaces enable reviewers to validate citations, approve escalations when evidence
is weak, and understand why the agent stopped or continued, improving trust in production deployments.

• Integration with synthesis and workflow orchestration. Finally, the retrieval pattern language should be
integrated with complementary pattern languages for synthesis and dynamic workflow orchestration. Retrieval
control alone does not guarantee faithful reports when sources conflict, nor does it address branching, joining,
and replanning across long-running tasks. Aligning retrieval artifacts with downstream synthesis and orchestration
interfaces would enable end-to-end agentic pipelines with consistent provenance, clearer composition rules, and
stronger opportunities for reusable tooling and evaluation.

Appendix A: Overview of Prompt Pattern Form
The four prompt patterns presented in this paper are documented using a form similar to classic software patterns [6,

14], with analogous versions of the Name, Intent, Context, Problem, Solution, Key Ideas, Implementation, Case
Study Example, Consequences, and See Also sections in those pattern descriptions. Each section of our prompt
pattern form is outlined briefly below. Together, this pattern form provides a framework for understanding, designing,
and implementing patterns in persona-based interactions with LLMs.
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• Name – A unique identifier for referring to the prompt pattern.

• Intent – Summarizes the core purpose or goal of the pattern. It defines what the pattern aims to achieve and
provides a high-level overview of how it addresses a specific challenge in the interaction between users and LLMs.

• Context – Outlines the circumstances or environment in which the pattern is applicable. It includes the background
information, prerequisites, and conditions that must be met for the pattern to be effective.

• Problem – Presents a concise, clearly articulated, specific issue or challenge that the pattern seeks to address in
the form of a question.

• Solution – Provides a detailed description of how the pattern addresses the identified problem. It outlines the steps,
strategies, and mechanisms that should be implemented to achieve the pattern’s Intent.

• Key Ideas – Breaks down the pattern into its fundamental components and concepts. It defines the key elements
that make up the pattern, such as personas, roles, scenarios, and interactions, and explains how these elements
interact to produce the desired outcomes.

• Implementation – Offers practical advice on how to put the pattern into action. It includes guidelines, best
practices, and potential challenges to consider when applying the pattern.

• Case Study Example – Provides a case study showing how the pattern can be applied using an LLM.

• Consequences – Discusses the potential outcomes of applying the pattern, both positive and negative. It explores
the benefits and advantages of using the pattern, as well as the possible drawbacks, risks, and trade-offs.

• See Also – Explains which prompt pattern(s) are closely related to this pattern and outlines important differences.

Our prompt pattern form intentionally omits the Known Uses section. Unlike classic software patterns, which are
well-documented and accessible through open-source repositories across the Internet, prompts for LLMs are generally
not codified or systematically available to the public. This lack of codification and availability thus poses challenges in
presenting our proposed patterns entirely in a conventional pattern form.

The use of prompts is still an emerging practice, and there is no centralized repository or widely recognized standard
that documents their use in a systematic way. As a result, our work aims to fill this gap by identifying, formalizing,
and sharing these prompt patterns based on our extensive prompt engineering experience. While we understand that
this approach does not align fully with classic pattern forms, we hope to contribute to the foundation upon which future
prompt patterns can be more formally validated and documented.

GPT-4’s advanced natural language understanding capabilities make it an ideal candidate for demonstrating the
effectiveness of our structured data extraction methods. We encourage readers to apply these prompt patterns with their
favorite LLMs, such as ChatGPT-4, or other advanced LLMs available to them. Experimentation with different LLMs is
not only welcome but encouraged, as it can provide further insights into the generalizability and adaptability of prompt
patterns across different LLM architectures and training paradigms.

Appendix B: An Overview of Pattern Languages for Prompt Engineering
Pattern languages in the context of software design have long been a cornerstone for structuring and solving complex

problems [5] by codifying best practices that guide developers in creating robust and scalable systems. Pattern languages
were first popularized by Christopher Alexander in the field of building architecture [2] and later adapted to software
development [4]. They consist of interconnected patterns that solve specific architecture and design problems, and when
used together, they guide the development of comprehensive and coherent systems.

In the domain of prompt engineering for LLMs, the application of pattern languages is equally vital since they provide
a structured framework for crafting prompts that yield consistent, high-quality outputs from LLMs, ensuring that they are
applie effectively across various tasks and contexts. A pattern language for prompt engineering is a structured collection
of prompt patterns, each designed to solve a specific problem encountered when interacting with an LLM. These problems
might include generating outputs that are too generic, failing to capture the nuances of a task, or not adapting well to the
user’s evolving needs. A pattern language helps mitigate these issues by providing a set of templates or guidelines that
can be used to construct prompts tailored to the task at hand.

As with patterns in a pattern language for software development, the patterns in a prompt engineering pattern language
are not standalone solutions but are interconnected. This inter-connectedness allows users to combine and adapt patterns
to fit complex and dynamic tasks. For example, a pattern language might include patterns for generating code, conducting
data analysis, or simulating conversations. Each pattern includes details on how to structure the prompt, what kind of
responses to expect, and how to refine the prompt based on LLM outputs.

The strength of a pattern language for prompt engineering resides in its reusability and adaptability. After the patterns
in a pattern language are documented, they can be reused in different contexts with minimal adjustments. For instance,
a pattern language designed to guide an LLM in generating project plans can be adapted for different industries by
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modifying the specific terms and conditions within the prompts. This adaptability makes pattern languages powerful
tools for prompt engineering since they can be applied to a wide range of domains without needing to start from scratch
each time. Moreover, applying pattern languages in prompt engineering encourages consistency across different interactions
with LLMs, which is crucial for maintaining the reliability of LLM outputs, especially in high-stakes domains (such as
healthcare, law, and aerospace) where precision and accuracy are paramount.

As LLMs continue to evolve, the development of comprehensive pattern languages will become increasingly important.
These languages need to incorporate patterns that address emerging challenges, such as multi-modal interactions, cultural
and linguistic diversity, and the ethical considerations of using AI in sensitive domains. Moreover, the integration of pattern
languages with automated tools may revolutionize how users interact with LLMs. Tools that automatically generate or
suggest patterns based on the user’s input could make prompt engineering more accessible to non-experts, democratizing
the use of LLMs across various fields.

As the field of prompt engineering continues to evolve, the development of more and better pattern languages will
play a crucial role in harnessing the full potential of LLMs. This approach allows prompt engineers and users to leverage
well-defined patterns to address complex, multifaceted tasks efficiently. Moreover, the interconnectivity of patterns within
a pattern language ensures a holistic approach to solving problems. In particular, patterns are not isolated solutions to
common prompting tasks, but instead form an interconnected web that allows users to combine and adapt them to meet
diverse and evolving needs enabling the creation of more sophisticated and context-aware interactions with LLMs.
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